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Abstract For co-manipulation involving humans and
robots, robot controllers that are based on data-driven mod-
els from human-human behavior should allow more intuitive
interaction. In this paper, we describe and analyze data from
human-human dyads performing co-manipulation. Then
based on our analysis, we describe the development of
controllers for physical human-robot interaction to enable
human-robot co-manipulation. For extended objects, lateral
translation and planar rotation are ambiguous, but this pa-
per describes a way to distinguish between lateral transla-
tion and planar rotation triggers for use in human-robot in-
teraction. We show that our human-human dyad data has in-
teresting trends such as the fact that interaction forces are
non-negligible compared to the force required to acceler-
ate an object and that the beginning of a lateral movement
is characterized by distinct torque triggers from the leader
of the dyad. We also examine different metrics to quantify
performance of different dyads and apply these metrics to
performance of both the human-human and human-robot
dyads in our experiments. Specifically, using patterns we
identified from human-human data, we extended a variable-
impedance controller for physical human-robot interaction
of extended objects. We then compared the new controller
as proof-of-concept with a nominal variable-impedance con-
troller, showing the capability of our method as a viable pla-
nar co-manipulation controller.
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1 Introduction

The concept of humans and robots collaboratively work-
ing to accomplish useful tasks is currently motivating a
large amount of robotics research. Physical Human-Robot
Interaction (pHRI) for collaborative manipulation (or co-
manipulation) is an area of robotics that can especially
benefit from the combined strengths of a human-robot
team: strength and execution from the robot and intelli-
gence and planning from the human. This is particularly
true of co-manipulation tasks where a human and a robot
physically manipulate the same object simultaneously. Co-
manipulation can include complex translational and rota-
tional tasks, such as moving a table, couch, or other ex-
tended, rigid objects. These objects are heavy or unwieldy,
and necessitate two or more people to carry them. A robot
capable of replacing a human in these teams would help in
situations like search and rescue where current high-payload
robots are too heavy and dangerous to relocate and operate.
Robots that can physically interact with a human could help
lift and remove rubble from disaster areas or take a victim on
a stretcher to safety. These robots would allow fewer people
to complete the same amount of work, or for more teams to
operate and reach more people in need of help. Other appli-
cations include using robots to help load and unload moving
vans, using robots to help move objects around warehouses,
and any other co-manipulation applications where human-
human teams are currently needed (see Fig. 1).

An important characteristic of these situations is uncer-
tainty in the task. Often a task is poorly defined for one
or both partners of a dyad, and a controller needs to be
able to adapt to disturbances and trajectory changes. Uncer-



Fig. 1: A human-robot dyad performs a co-manipulation
task

tainty and ambiguity can exist when tasks include manip-
ulating an extended object that may need to be translated,
rotated, or both. When an extended object is included in
co-manipulation tasks, forces applied in a lateral direction
could indicate either intent to translate laterally, or intent to
rotate the object in the plane, which will be referred to as the
rotation-translation problem. In order to be effective, a pHRI
controller for co-manipulation of extended objects must be
able to distinguish between rotation and translation intent.

While the past work on co-manipulation outlined in Sec-
tion 2 shows that collaboration through force is applicable
to some tasks, it is not clear that the algorithms and intent-
estimators developed will work in less-defined scenarios. In
order for a robot to work with humans in co-manipulation,
the robot needs to be able to respond in complex situa-
tions involving object movement in 6 dimensions, 3 trans-
lational and 3 rotational. Six degrees of freedom applies to
rigid objects only and manipulation of any non-rigid object
will increase complexity. These types of movement involve
whole-body motion and bi-manual manipulation by the par-
ticipants, rather than planar arm movements only. Our even-
tual goal is to create a controller that can be used in co-
manipulation by a human-robot dyad that is able to move
in 6 DOF based on intent provided by the human. To un-
derstand how to design control methods for a robot in a
human-robot co-manipulation team, our approach is to char-
acterize the motion and forces produced by human-human
dyads for a variety of tasks. Then, we can apply principles
learned from our study of human-human dyads to a gener-
alized robot controller for co-manipulation by human-robot
dyads. We also expect that the principles presented in this
paper on human-human co-manipulation could inform con-
troller design for robot-robot co-manipulation in terms of
stability and force control principles for efficient operation
between two autonomous agents.

The main contributions of this paper are as follows:

1. Unique co-manipulation data from human-human dyads
moving a rigid table (see Section 3)

2. Observations on planar movements from human-human
co-manipulation study, which include the following:

– Interaction forces are not minimized
– Trajectories resemble minimum-jerk trajectories
– Correlation between dyads that minimized comple-

tion time and dyads that minimized deviation from a
minimum-jerk trajectory

– Lateral movements are triggered by a specific torque
sequence

– Planar rotation movements can be distinguished from
lateral movements by differing torque sequence trig-
gers

3. Development and implementation of extended variable-
impedance control for use in planar co-manipulation

The paper is organized as follows. Section 2 explores rel-
evant literature on human-robot co-manipulation tasks. The
experiment described in our contributions is explained in
full in Section 3, including describing the equipment used,
describing each task in detail, and describing the participants
of the study. Section 4 explores the main observations from
the study. Section 5 discusses the formulation and testing of
our Extended Variable-Impedance Controller. Lastly, Sec-
tion 6 is the conclusion and describes future work.

2 Related Work

2.1 State-of-the-Art Controllers

Researchers have been studying pHRI co-manipulation for
many years. While a majority of the research done has been
for Cartesian motion, some people have studied the rotation-
translation problem. Thobbi et al. implemented a version
of a controller for rotation-translation, although human in-
tent was captured using motion capture, limiting its ap-
plicability (2011). Bussy et al. developed a proactive con-
troller for a two-armed mobile robot (2012a; 2012b). Their
model was based on an experiment with human-human dyad
that manipulated an extended object data in 1 DOF (ante-
rior/posterior movement). Their model was a finite state ma-
chine, where each state was triggered by a force applied, and
then passed through a trajectory-referenced admittance con-
troller to determine the desired state. While this approach
was successful in the translation aspect, it did not address
the rotational part of the problem. Karayiannidis et al. de-
veloped a model to switch between rotational and transla-
tional movement for a one-armed stationary robot (2014).
In their experiments, a human partner was able to move the
robot in translation and rotation as desired. However, their
experiments were done for single-arm manipulation and
they approached the rotation-translation problem by manu-
ally setting values for parameters. Additionally, their control
method only performed for slow rotation and fast transla-
tion, and was not robust to allow for fast rotation or slow
translation. Nguyen (2016) proposed a solution to this by



using an HMM model, but this solution also works only for
single-arm manipulation.

Many other experiments have been performed which
show considerable promise for point-to-point, 1 DOF mo-
tion. However, many real-world tasks require more DOF and
less constrained motion. In a leader-follower dyad, the fol-
lower often does not know the end goal when motion begins,
or the end goal may change while in motion. In tasks such as
these, where the end goal is not definite, point-to-point con-
trollers are not as applicable. Kosuge (1993) and Ikeura et
al. (2002; 2002) developed similar strategies for situations
that required more flexibility, involving using direction of
force and change in magnitude of force. These works mo-
tivated co-manipulation research using variable-impedance
control methods (Dimeas and Aspragathos, 2015; Ikeura
and Inooka, 1995). This control method is widely used for
many co-manipulation tasks. It provides Cartesian control
based on how much the magnitude of the force is chang-
ing, and in which direction the force is being applied on
the follower. While this model has been shown to be use-
ful for Cartesian movements, (Duchaine and Gosselin, 2007;
Ficuciello et al, 2015), it has not been generalized to ex-
tended objects due to the rotation-translation problem, nor
has it addressed rotational movements. Other proposed mod-
els for co-manipulation include programming by demonstra-
tion (PBD) (Gribovskaya et al, 2011; Rozo et al, 2016),
finite state machines (FSM) (Bussy et al, 2012a,b), uncer-
tainty control (Medina et al, 2015), and movement coordi-
nation (Riek and Member, 2016). PBD involves some pre-
programmed information, and does not easily generalize to a
case where a new, unlearned motion is required. Using FSM
is promising, but it is necessary to determine how to switch
into various states when looking at a 6 DOF controller. Un-
certainty control uses uncertainty within a cost function sub-
ject to robot dynamics to allow a robot controller to effec-
tively navigate. These techniques have been used in (Med-
ina et al, 2015), but they are limited to a 2 DOF approach.
Movement coordination is another possibility, involving co-
ordinating the movement of a robot with its human partners
based on high-level group dynamics, although this method
does not take low-level force inputs into account (Riek and
Member, 2016).

2.2 Intent and Haptic Information

Human intent is another topic in pHRI. Many papers have
suggested that haptic channels are an appropriate method
of communication for human intent (Basdogan et al, 2001;
Groten et al, 2013; Noohi et al, 2016; Reed et al, 2007).
This makes sense, as human teams can move objects by in-
teracting only through forces applied to the objects, rather
than by communicating verbally or otherwise. Many stud-
ies have been done to conclude that robots can be controlled

by human force input in this manner, but these studies of-
ten involve the human acting directly on the robot, and not
through any extended object (Corteville et al, 2007; Ikeura
et al, 1997; Rahman et al, 2002; Tsumugiwa et al, 2002).

Some research involved shared virtual-environment loads
(Lawitzky et al, 2012; Madan et al, 2015), and others in-
volved upper arm movements of individuals and dyads (Reed
et al, 2007; Wel et al, 2011). These experiments clarify many
aspects of pHRI, including verifying that haptic informa-
tion aids in co-manipulation tasks, noting some interaction
patterns, and combining planning and learning to complete
goal-oriented tasks. The virtual-environment loads, however,
do not fully capture the details of a human-human dyad phys-
ically interacting with one another in a real environment,
and using only upper arm movements limits the applications
available for a controller based on these movements.

2.3 Co-Manipulation Metrics

Another issue is determining what constitutes a success-
ful controller in co-manipulation. Since haptic information
is used as a communication method (Sawers et al, 2017),
some researchers have suggested that haptic information is
used to minimize a certain criterion. Others, such as Flash
and Hogan (1985), described human motion as following
minimum-jerk trajectories for reaching movements, which
has been used to describe motion objectives in many ex-
periments (Corteville et al, 2007; Noohi et al, 2016). The
theory behind these studies is that robots should move fol-
lowing minimum-jerk trajectories. However, there are also
tasks that do not fit well with the minimum-jerk trajecto-
ries (Miossec and Kheddar, 2008; Thobbi et al, 2011). Some
researchers, like Groten et al. (2013), have suggested that
the focus should be minimizing the energy of the motion
by eliminating interaction forces, or forces that do not con-
tribute to motion. Other examples of metrics include, posi-
tion error (Ikeura and Inooka, 1995; Thobbi et al, 2011), task
completion time (Duchaine and Gosselin, 2007; Miossec
and Kheddar, 2008), wasted effort (Noohi et al, 2016),
geodesic trajectories, and torque change (Ivaldi et al, 2012).
It is not clear, however, which of these metrics characterizes
the performance of a dyad. For example, a dyad might move
slower, giving a higher completion time, but have lower po-
sition error. Determining what behavior dyads display is es-
sential not only for comparing one dyad to another, but also
for comparing one co-manipulation controller to another.

We plan on developing an intuitive controller for 6 DOF
co-manipulation of extended objects and our approach is to
first focus on characterizing human dyad force and motion
data through complex co-manipulation tasks. We developed
an experiment to this end. The purposes of this study were
two-fold: first, to provide a baseline for how humans per-
form a general collaboration task on extended objects, and



Fig. 2: Setup for table and during trials

second, to provide useful haptic information to use for cre-
ation of a human intent estimator. Our study provides in-
sights for collaborative motion of dyads not seen in other
work, and forms the basis for developing a controller capa-
ble of handling complex tasks.

3 Human Dyad Experiment

As a preliminary step in producing a 6-dimensional co-
manipulation controller between a human and a robot, we
performed a study involving human-human teams. If robots
are to one day work alongside humans as partners, the robots
need to perform tasks in a way that humans intuitively un-
derstand the interaction. Our approach is to develop an pHRI
controller based on concrete human behavior in order to get
performance that humans will understand and find accept-
able.

3.1 Experimental Setup

After obtaining IRB approval, we set up trials involving 2-
person teams or dyads in a leader-follower setup. These teams
were to work together to perform a series of 6 object-manipulation
tasks. For half the experiment, the follower was blindfolded,
so all communication had to occur haptically.

3.1.1 Table

The object the teams moved was a 59x122x2 cm wooden
board – meant to simulate an object (like a table) that is
difficult for one person to maneuver. Attached to the leader
end of the board were a pair of ABS 3D-printed handles, to
which two ATI Mini45 force/torque sensors were fastened.
The sensors transmitted data via ATI NET F/T Net Boxes,
which passed data over Ethernet to the computer at a rate of
100 Hz.

The position of the board was tracked via Cortex Motion
Capture software with a Motion Analysis Kestrel Digital Re-
altime System. A total of 8 Kestrel cameras were used to

Fig. 3: Anatomical direction reference with corresponding
table axis: X is anterior, Y is Lateral, and Z is Superior

track 8 infrared markers placed on the board. Using a static
global frame established by the motion capture system, the
position and orientation of the board could be tracked over
time, and the force and torque data could be transformed
into the board’s frame, located at the geometric center of
the table (see Fig. 3), as well as the static global frame. The
motion capture data was collected at a rate of 200 Hz.

Along with the infrared markers and force/torque sen-
sors, the board also held an Ethernet switch, a power strip,
and all cables necessary for power and communication. One
experimenter was tasked with making sure no obstacles would
trip the subjects, including moving these cables as neces-
sary without exerting forces on the table. During the trials,
a tablet was mounted on the board to display instructions to
the leader. In total, the board weighed 10.3 kg. An annotated
visual of the board can be seen in Fig. 2.

3.1.2 Subjects

The trial participants were outfitted with polyester arm sleeves
for both arms. Two groups of four infrared markers were
placed on rigid plates, and then attached to the sleeve, one
on the upper arm and one on the lower arm. A blindfold was
also used for the tasks where no verbal or visual communi-
cation was allowed.

3.1.3 Arena

The test arena was a volume measuring 490x510x250 cm.
A series of colored tape lines (see Fig. 5) were placed on
the floor of the volume, indicating key positions for each of
the 6 object-manipulation tasks. On 3 of the walls surround-
ing the arena, we placed green, orange, and purple poster
boards to help orient the leader when looking at the tablet.
As seen in Fig. 4a and Fig. 4b, there are colored bars on
the edges of each task figure representing the walls with the
corresponding color. This way, the leader could more easily
determine the frame of reference for the instructions on the
tablet mounted to the table.



(a) Starting position for all tasks (b) Ending position for all tasks

Fig. 4: Tablet views of all task instructions for experiment

Fig. 5: Colored tape used for task delineation

The arena was also equipped with a video capturing de-
vice. The device we used was a Microsoft Kinect 2, which
allowed us to capture 3D point cloud data, as well as color
video of each trial. Although we did not use the point cloud
data for analysis in this paper, the data may be useful in fu-
ture work.

3.2 Experimental Procedure

First, the participants were oriented on the purpose of the re-
search and signed release forms. Second, a leader was cho-
sen at random (by coin flip). Third, each participant put on
the sleeves and the participant designated as the follower
placed the blindfold on their head, but not covering their
eyes until they were about to perform a blindfolded task.
Fourth, two preliminary test runs were performed by the par-
ticipants with the researchers supervising. These test runs
walked the participants through each motion required by the
tests – that is translation in x,y, and z axes and rotation in x,y,
and z axes (see Fig. 3 for directions). The first run was done
without the follower blindfolded, and the second was with
the follower blindfolded. Fifth, the leader then was oriented
on following the task instructions via the tablet on the table
(see Fig. 4a and Fig. 4b). The researchers displayed the task
with visual instructions on the tablet, which corresponded to
the colored tape on the ground. The leader then followed the
instructions as outlined. Sixth, each group ran through the
tasks for 1 hour, which allowed each group to run all 6 tasks

approximately 6 times each. The tasks were split evenly be-
tween blindfolded and non-blindfolded, and were random-
ized in order for each group of participants. For instance,
a group might perform task 1 non-blindfolded, followed by
task 4 blindfolded, followed by 3 blindfolded, and so on. We
recognized that learning of tasks would occur, but decided
the randomization of task order would help to reduce the
amount of guessing of the follower, and would encourage
a reactive, rather than anticipatory, response. A researcher
changed the setup between tasks, and two other researchers
ran data collection for motion capture, force/torque, and video.
Finally, the participants were debriefed, they filled out a ques-
tionnaire about the trials, and were paid.

The tasks were designed in order to mimic standard mo-
tions that humans use when collaborating on moving an ob-
ject (see Fig. 4a and Fig. 4b for reference), and are outlined
as follows:

1. Pick and Place
– Translation and rotation, but emphasizing the loca-

tion and orientation of object placement
2. Rotation and Translation – Leader facing backwards

– Rotation and translation as needed to navigate trial,
meant to simulate a narrow hallway

3. Pure Translation
– Translation in the lateral direction

4. Pure Rotation
– Rotation about the superior axis

5. 3D Complex Task – Translation and Rotation in multiple
axes

– Translation in all three axes while avoiding certain
3D obstacles

6. Rotation and Translation – Leader facing forwards
– Rotation and translation as needed to navigate trial,

meant to simulate a narrow hallway

The physical execution of the task started with each par-
ticipant grasping an end of the board, the leader by the end
with sensors and the follower by the end without sensors.
They would then lift the table. After which the follower tried
to follow the leader as the leader performed the task indi-
cated on the tablet. Once they reached the position, they set



the board back on the ground and released. This constituted
a single trial. During sighted trials the participants were al-
lowed any method of communication desired. Whereas dur-
ing blind trials the participants were only allowed to com-
municate via forces applied to the board. A sample of task
5 being performed blindfolded and not blindfolded can be
seen at https://youtu.be/i-s1pIs17oY. This task
is shown as it encapsulates a majority of the motions seen in
all the tasks as they were performed.

3.3 Data Collection

A total of 21 groups participated, and subjects for the tri-
als were recruited using fliers, social media, and word-of-
mouth. Trials occurred during February and March of 2016.
The participants were comprised of 26 men and 16 women
of ages 18-38, and the average age was 22. There were 38
right-handed and 4 left-handed. A scheduling website was
used to facilitate trial sessions, and participants signed up
for an available hour-long slot.

If, during a task, any error occurred – such as partici-
pants performing a task incorrectly or a failure in data col-
lection – the task was to be stopped and repeated.

3.4 Data Analysis

As previously stated, the data acquired for each trial was the
force and torque data from the sensors on each handle, the
position and orientation of the table, the position and orien-
tation of the participant’s arms, as well as the point cloud
data from the Kinect 2. The data we were most interested
in initially was the force and torque data in relation to the
position and orientation of the table. Data from the blind tri-
als was captured with the objective of characterizing force
patterns in human-human dyads that could be used 1) as a
baseline for when human-human dyads only use haptic in-
formation for co-manipulation and 2) to eventually create a
co-manipulation controller that incorporates the force pat-
terns discovered in analysis. Sighted data was captured with
the objective of comparing the performance of future co-
manipulation controllers with an unrestricted human-human
dyad.

4 Observations

Although the experiment involved 6 different tasks, and
our future goals include incorporating controller for 6 DOF
translational and rotational movements, this paper focuses
on characterizing a subset of the tasks. We focus mainly
on the blind versions of task 3, the pure translation task,
as well as task 4, the pure rotation task. The emphasis was

placed on these tasks for a few of reasons. First, as dis-
cussed in Section 2, most research done in this area of pHRI
for co-manipulation involved either lateral movement with
no extended object, or only anterior direction movements
(see Fig. 3 for directions reference). When co-manipulating
an extended object, the intent of the leader is complicated
by the rotation-translation problem described in Section 1.
Therefore, characterizing how humans are able to recog-
nize a desired lateral movement with an extended object
and distinguish it from a desired rotational movement is key
for successful co-manipulation of extended objects. Second,
other tasks–such as task 4 and task 5–include components of
lateral translation. Therefore knowing the defining charac-
teristics of only lateral motion helps to recognize it in more
complex tasks. We also examine only the tasks where users
were blindfolded to simplify the analysis, since these tasks
involved only haptic communication. The sighted tasks will
be used as upper bounds on possible performance in future
work.

4.1 Interaction Forces

Interaction forces are the forces that do not directly relate to
motion, i.e. the forces applied by each participant that do not
accelerate the object. As suggested by Noohi et al. (2016),
interaction forces could be used as a source of communica-
tion. In our study, the force/torque sensors could not discern
between external forces – forces that accelerate the object
– and interaction forces, but rather measured the total force
applied, so we calculated the interaction force after the ex-
periment ended.

Eq. 1 shows the combined forces that contribute to the
total force, or the force measured by the sensors. Ft is the
total force on the object, Fi is the interaction force, and Fe

is the external force. The motion capture data described the
pose of the table over time, and was differentiated twice to
acquire the acceleration data. With a known mass of the ta-
ble and acceleration, the external force was estimated (Eq.
2), and removed from the total force to give us the interac-
tion force for the task.

Ft = Fi + Fe (1)

Fe = ma (2)

For the anterior, X , and lateral, Y , directions, the only
external force being applied is the force applied from the
participants, whereas in the vertical Z direction, gravity was
also applied. For all calculations and analysis in this paper,
the forces were low-pass filtered near 20 Hz to represent
human response ranges. The muscle response of humans
can reach up to 100 Hz for brief, forceful efforts, but often

https://youtu.be/i-s1pIs17oY


(a) Force along lateral axis (b) Torque about superior axis

Fig. 6: Histograms showing average force or torque (at center of table) for rotation and translation tasks

lies within the 10-30 Hz range (Etienne Burdet and Milner,
2013).

As mentioned in Section 2, some prior work in pHRI
has presented an objective of pHRI controllers as minimiz-
ing interaction forces by driving them to zero magnitude
(Groten et al, 2013). In fact, this is also a characteristic of
variable-impedance control (Duchaine and Gosselin, 2007;
Ikeura and Inooka, 1995). Our study, however, showed that
this may not always be the case. For both lateral and ro-
tational movements, we calculated the average interaction
force in the anterior direction and the average interaction
torque about the superior direction. Histograms showing the
distribution of average force and torque over the duration
of trial, for all translation and rotation trials, are shown in
Fig. 6a and 6b. These plots show a histogram of average
interaction force and torque at the center of the table. As
can be seen, the interaction force was almost always non-
zero for both lateral and rotational movements in the ante-
rior direction (see Fig. 3 for clarity on directions). Addition-
ally, we considered the ratio of average interaction to ex-
ternal forces, Fi,avg/Fe,avg , which–when averaged over all
the trials–gave a magnitude of 20, indicating the forces used
for acceleration of the object were 20 times smaller than
those not used for acceleration. It is not clear why the aver-
age interaction force was so substantial, but our hypotheses
include:

1. These forces were used for object and human stability
2. These forces were used to better communicate intent

We will conduct future studies to explore the hypoth-
esis on stability, but the hypothesis on communicating in-
tent is discussed to some extent in Sections 4.4 and 5. This
result is significant because it implies that lateral collabo-
rative movements may rely on interaction forces along the
anterior direction, which is not seen in many state-of-the-
art pHRI controllers. Additionally, minimizing interaction

forces may not yield results easily understood by human
partners in co-manipulation tasks, since it is now evident
that humans are not necessarily minimizing these forces. We
also notice from Fig. 6b that the average torque about the su-
perior axis is generally greater in magnitude for translation
tasks than it is for rotation tasks, which is an indicator of
how human-human dyads solve the rotation-translation am-
biguity problem. This is also discussed further in Sections
4.4 and 5.

4.2 Minimum-Jerk

The minimum-jerk (MJ) movement is well-documented as
a basis for human arm movements, especially in point-to-
point movements. However, we did not expect to see MJ
trajectories in these trials, since one participant was blind-
folded and unaware of the task specifications, and the dyads
used whole-body motion rather than arm-only motion. How-
ever, another interesting finding from our study was that
both the lateral movement tasks and the planar rotation tasks
resembled a MJ movement in lateral position and angular
position respectively. This was especially true for the dyads
that completed the task more quickly. Figs. 7a and 7b show
a positive correlation between deviation from MJ trajecto-
ries and time to complete the task. Deviation from MJ tra-
jectories, or MJ Error, is simply the sum of the residuals
between the actual trajectory and ideal MJ trajectory. The
slower dyads often had a larger error between their position,
and the ideal MJ position, whereas the quicker dyads gener-
ally had a smaller error with respect to a MJ trajectory. This
could be due to the follower becoming confused, and taking
more time to determine the intent of the leader. Therefore,
completion time or deviation from a MJ trajectory could
be an indication of how much confusion was present in the
dyad.



(a) Lateral task (b) Rotation task

Fig. 7: Comparison of completion time to deviation from MJ trajectory with trend line

(a) Lateral task trajectories (b) Rotation task trajectories

Fig. 8: Individual trial trajectories, ideal MJ trajectory, and average trial trajectory, all scaled to normalized time

Overall, though, the lateral position and angular position
stayed close to the MJ trajectory, and adhering to a similar
trajectory over all trials corroborates the results of similar
1-dimensional studies (Bussy et al, 2012b). Figs. 8a and 8b
show the position of the tasks over a normalized time, since
each trial took a different amount of time. The gray dotted
lines show each individual task, the black dotted line is the
average position of all the tasks, and the blue line is the ideal
MJ trajectory given an average start and stop position. As
we can see, even though the follower did not know the end
position, they managed to remain fairly close to the MJ tra-
jectory both for translation and rotation tasks.

Despite the evidence presented for planar co-manipulation
tasks, it is not clear that MJ trajectories encompass general
co-manipulation for 6D tasks. Dyads may have confusion
about intent, may encounter obstacles, or may move for in-
definite amounts of time. These situations can lead to non-
MJ trajectories, as we have seen in our study (see Section
4.4), and we agree with previous previous research, that a

MJ basis for control may be too restrictive (Thobbi et al,
2011). However, we also conclude that MJ trajectories can
be useful for describing task metrics (discussed more in Sec-
tion 4.3), as was proposed in other work (Ivaldi et al, 2012).

4.3 Metric Observations

Our objective for the future is to develop control algorithms
for a human-robot dyad to successfully co-manipulate ex-
tended objects in a 6 DOF. We have begun some initial work
on human-intent estimation from the data we collected and
a demonstration of simple pHRI (Townsend, 2017). How-
ever, to compare a co-manipulation controller with human-
human dyads, we need to first quantify the performance of
the human-human dyads. Therefore, we needed to identify
and define which metrics characterize human-human perfor-
mance. There are a few difficulties in determining perfor-
mance metrics from our experiment. First, the dyads were



Table 1: Correlation between metrics for translation task

MJ Error tc vy,avg ωz,avg ∆τ̇z
MJ Error - 0.63 -0.42 0.05 -0.02

tc 0.63 - -0.66 -0.40 0.02

vy,avg -0.42 -0.66 - 0.30 -0.07

ωz,avg 0.05 -0.40 0.30 - 0.04

∆τ̇z -0.02 0.02 -0.07 0.04 -

given no specific directions other than for the leader to com-
plete the on-screen tasks, and the follower to follow the leader.
Therefore, we cannot say a specific dyad was intending to
complete the task quickly, or precisely, rather, we can only
say that the dyads performed the task in whatever way they
preferred. Second, metrics may not be universal across all
tasks. For instance, following a minimum-jerk trajectory could
be a potentially good metric for translation tasks, but not
necessarily for the complex 3D task.

Given these difficulties, we sought to find behaviors and
trends among the dyads, such as those in Section 4.2, that
could be used to indicate default or nominal human per-
formance. These metrics indicate the average behavior of
human-human dyads, such as how humans have been shown
to innately fall into MJ patterns in reaching movements
(Flash and Hogan, 1985). We also desired to look into classi-
cal metrics that indicate the effective performance of a dyad,
such as completion time, power, wasted energy, etc. Our
reasoning in looking at these two types of metrics is that
we can quantify what people do on average. Although use-
ful in making a robot intuitive, those nominal human-human
metrics may actually contradict other effective performance
metrics for improving things like energy expended or com-
pletion time.

With this information in mind, we analyzed our data for
metrics to classify both the nominal and effective perfor-
mance of the dyads. Some of the metrics considered were:

– Task completion time
– Average/max force and torque on table
– Average/max velocity of table
– Average/max angular velocity of table
– Deviation from MJ trajectory of table
– Average/total torque change

We evaluated more than just these metrics, but chose a
representative set for our analysis here. The chosen set was
compared using the Pearson correlation coefficient, and the
results are summarized in Table 1 for the translation task and
in Table 2 for the rotation task. The metrics used in these
tables are MJ error, defined in Section 4.2, completion time,
average lateral velocity, average angular velocity, and torque

Table 2: Correlation between metrics for rotation task

MJ Error tc vy,avg ωz,avg ∆τ̇z
MJ Error - 0.83 -0.50 -0.56 0.71

tc 0.83 - -0.51 -0.78 0.52

vy,avg -0.50 -0.51 - 0.81 -0.36

ωz,avg -0.56 -0.78 0.81 - -0.42

∆τ̇z 0.71 0.52 -0.36 -0.42 -

change. Torque change, was defined in (Ivaldi et al, 2012),
and is calculated using ∆τ̇ =

∫ T

0
τ̇1

2 + τ̇2
2dt.

We expected there to be some correlation between most
of these measurements since most of the metrics were pro-
posed in previous research (Groten, 2011; Ivaldi et al, 2012;
Miossec and Kheddar, 2008; Thobbi et al, 2011). Surpris-
ingly, some intuitively related metrics offered very little cor-
relation. The most relevant expected metrics–for the lateral
translation task–were average/max angular velocity and de-
viation from the MJ trajectory. We expected dyads perform-
ing these tasks to minimize the average angular velocity
about the z axis, and stay relatively close to the MJ trajec-
tory, but the correlation coefficient between these two met-
rics was 0.05. In fact, there was a much stronger correlation
between deviation from MJ trajectory and completion time
and average lateral velocity – being 0.63 and -0.42 respec-
tively. Intuitively, minimizing angular velocity would be an
ideal metric for this task, since a perfect lateral translation
would involve no angular velocity at all. This supports our
hypothesis that some metrics may be ideal from an effective
point of view, but may not be nominal behavior for human
users in a dyad, and we need to consider these non-intuitive
relationships between metrics.

Another noteworthy observation is the lack of correla-
tion between total torque change and the other metrics. We
would expect that torque change would indicate some mea-
sure of performance, but it appears to be more related, at
least in the translation case, to some other aspect of the
movement. This may be related to our findings from Sec-
tion 4.1, where there were interaction forces in the anterior
direction for lateral movements, and may indicate that the
non-correlated metrics may affect stability, communication,
or something related to preference.

For rotational tasks, the same metric set was applied as
can be seen in Table 2. However, we were again surprised by
the results. We expected task completion time and MJ error
to be related, since we had seen that previously. What we
did not expect was torque change to be so heavily correlated
to the other metrics, where it was not in the translation case.
This finding was significant to us, and indicated that there is



(a) z-axis torque patterns (b) x-axis torque patterns

Fig. 9: First 4 seconds of trials showing torque trends for rotation and translation tasks for both directions of motion: dashed
lines are individual trials, bold lines are average over all types of trials

some fundamental difference between τz in these two tasks.
We explore this phenomenon further in Section 4.4.

The surprising correlations between metrics shows we
do not fully understand how human-human dyads operate.
We may be able to conclude that in some instances, humans
may lower or raise performance on an effective metric in or-
der to raise or lower performance on an nominal metric, such
as how the dyads appeared to raise the energy-increasing in-
teraction forces on lateral translation trials. While these ob-
servations provide some insight to this topic, our work on
metrics is still an open question that is necessary to explore
in order to better characterize and design performance of
human-robot co-manipulation controllers.

4.4 Lateral and Rotation Movement Characteristics

In the case of lateral movements, we recognized some pat-
terns in how the dyads behaved. Studying the videos of the
lateral motion task, we saw that the follower often guessed
the leader’s intent incorrectly, and began to rotate when
the leader started their movement. When this happened, the
leader would flex their arm on one side of the table, causing
a torque on the table, and the follower would then commence
moving in the correct manner. With this video evidence, as
well as the torque change information from Tables 1 and
2, we began looking for in-task patterns of applied torques
which could indicate the leader’s intent to start either a trans-
lation or rotation task.

In order to see in-task relationships, we decided to take
each task and look at the time-series torque for the beginning
of the tasks. As we looked at the torque data, we noticed two
groups beginning to appear. These two groups represented
the torque values for the direction of the rotation task, since
the dyads were assigned to randomly rotate either clockwise

or counterclockwise for each rotation task performed. We
then tried looking at the same z-torque time-series data for
the translation tasks, and noticed that two more groups ap-
peared, indicating that there was some pattern showing the
difference between translation and rotation tasks, as well
as a difference depending on which direction the table was
travelling. We then took an average of z-torque for each of
the 4 distinct groups: translation left, translation right, rota-
tion clockwise (left), and rotation counterclockwise (right).
We noticed there appeared 4 groupings of average z-torque
for the entire time series. These findings are summarized in
Fig. 9a.

As can be seen, translation tasks tend to increase in z-
torque more quickly, whereas the rotation tasks hover around
the same value for over 1 second before diverging. It is ev-
ident from this plot that there is a clear difference in torque
patterns between the translation and rotation trials, and also
the direction of travel. The intent can be classified as ei-
ther translation left, or translation right, depending on the z-
torque value achieved. However, there is not a difference be-
tween z-torque patterns for the first second of left and right
rotations. Both directions have an approximately constant
torque value for this time segment. This is an important time
segment, since it is during this interval that decisions about
whether to rotate or translate are made by the follower, and
there needs to be some indication given by the leader to sig-
nal which direction to go.

For this reason, we also looked into what other signals
might be given by the leader to indicate which direction to
travel, and to clarify whether to rotate or translate. In watch-
ing video of the trial, we also noticed some dyads tended to
rotate the board about the anterior (x) axis while performing
the tasks. So we did a similar analysis with x-torque val-
ues to what we did with the z-torque values. The results can



Fig. 10: Plot showing lateral velocity profile for beginning of
Task 5, a 3D Complex Task avoiding obstacles: this portion
of the task is a lateral translation for over 2 meters

be seen in Fig. 9b. Here, the difference is not quite as pro-
nounced, but generally, rotating left and rotating right can
be separated due to the x-torque value at the beginning of
the trial. It also provides additional insight for determining
translation task direction, as these are quite distinct in this
analysis.

With the analysis on torque triggers providing back-
ground for a control method for extended object co-
manipulation, we determined what the velocity profile
should look like for these tasks. For the translation tasks,
we assumed it would follow the bell-shaped velocity profile
from a MJ trajectory, however, we wanted to see how the ve-
locity profile looked when translating over a large distance.
Bussy et al. (2012b) showed that humans often accelerate
an object to a steady velocity while translating an object.
We wanted to verify this, and also determine what velocity
most dyads chose as the steady state velocity. To do this, we
looked at our 3D Complex Task data. This task involved a
large translation portion, followed by changes in direction
and rotation of the board to avoid obstacles. Fig. 10 shows
the first portion of a typical complex task, which is a trans-
lation for over 2 meters. We notice from this data that the
results seen in Bussy et al. can be verified, and also that the
steady velocity achieved is around -0.35 m/s. Since we want
our robot controller to work in an undefined situation, we
would expect it to be able to perform a translation task in-
definitely, if needed. This observation helps inform us that a
dyad’s desired velocity is some steady state value.

This new information provides a unique perspective
on how force can be used to solve the problem of co-
manipulation of extend objects. Using the tendencies of hu-
mans in applied torque patterns from the leader, we can dis-
tinguish between task type and task direction intent for the
follower to use.

Fig. 11: Baxter Research Robot from Rethink Robotics
mounted onto an AMP-I Mobile Base from HStartTech,
with ATI Mini-45 force/torque sensors on wrist

5 Planar Extension of Variable Impedance Control

5.1 Motivation and Formulation

In order to verify that the torque patterns we saw in Sec-
tion 4.4 would be applicable in an extended object co-
manipulation scenario, and also to show that current vari-
able impedance co-manipulation techniques are not ade-
quate for extended objects, we built an extension onto a
variable impedance controller. Variable impedance control
(VIC) is a possible solution to undefined or indefinite sce-
narios, since it is not based on a trajectory, but rather on
force inputs which determine robot velocity. What we no-
ticed in practice, though, is that VIC has issues when dealing
with bi-manual control and extended object control. We im-
plemented a VIC based on Duchaine and Gosselin’s work,
(2007), on our robot platform, which is a Baxter Research
Robot mounted onto an AMP-I Mobile Base (see Fig. 11).
There are force/torque sensors on Baxter’s wrists, and the
base is equipped with mecanum wheels.

VIC involves the control loop seen in Fig. 12a. The hu-
man communicates their intent to the robot through force
sensors, and the VIC model determines a desired velocity
based on the applied force, and how the force is changing in
relation to the robot’s velocity. The general model is shown
in Eq. 3, as well as in the figure. Here, F and Ḟ are ap-
plied force and time derivative of force, respectively, ṗ and
p̈ are velocity and acceleration, and m, c, and α serve as vir-
tual mass, damping and weighting parameters to define the
impedance. The model can be discretized and implemented
as a discrete LTI system, solving for the desired velocity at
each time step. We applied the desired velocity directly to
the base, and treated the arms as low-impedance devices (see



(a) Control loop for BMVIC (b) Control loop for EVIC

Fig. 12: Control loops for co-manipulation of extended object showing human (left box) communicating intent haptically
through force sensor, then desired velocity is calculated using specified control law and sent to velocity controller

Section 5.2.) This model was made for single arm manipula-
tion, so we implemented a VIC for each arm independently
in order to achieve bi-manual manipulation. However, this is
not an ideal method for bi-manual control. Pushing one arm
forward and one arm backward would apply zero net force,
causing the robot to remain stationary, rather than rotate, as
we hoped. To deal with this, we added a torque model to
their VIC model, as seen in Eq. 4. Here, τ and τ̇ are ap-
plied torque and time derivative of torque, respectively, with
θ̇ and θ̈ as angular velocity and acceleration, while I , b, and
β serve as virtual inertia, damping and weighting parame-
ters. All forces and torques referenced here are with respect
to the center of the table. The bi-manual torque-based model
theoretically allows VIC to be extended to planar motion,
where pushing one arm forward and one arm backward will
provide a net torque, indicating a desired angular velocity (in
the plane only), in addition to any desired cartesian veloci-
ties calculated by the original model. In summary, at each
time step, Eqs. 3 and 4 are solved to determine desired ve-
locity and angular velocity to send to the velocity controller.
We will refer to the bi-manual torque-based model as bi-
manual VIC or BMVIC.

F = mp̈+ cṗ− αḞ ṗ (3)

τ = Iθ̈ + bθ̇ − βτ̇ θ̇ (4)

We also extended VIC in a new way, using our results
from Section 4.4. We used Eq. 3 as a base controller for
anterior/posterior translation, and added torque-based trig-
gers for lateral translation and planar rotation. The logic of
this extended variable impedance control (EVIC) is shown
in Algorithm 1. Torque thresholds are calculated, based on
Figs. 9a and 9b, and are implemented as shown. We cen-
tered the thresholds around zero for ease of implementation.
If none of the torque threshold conditions are met, the algo-
rithm commands no lateral translation or rotation about the

Algorithm 1 Extended Variable Impedance Control
Require: τz, τx

if τz ≥ τz,thresh and τx ≥ τx,thresh then
Left Translation

else if τz ≥ τz,thresh and τx ≤ −τx,thresh then
Right Rotation

else if τz ≤ −τz,thresh and τx ≥ τx,thresh then
Left Rotation

else if τz ≤ −τz,thresh and τx ≤ −τx,thresh then
Right Translation

else
Stop

superior axis. As mentioned previously, if the torque thresh-
old conditions are met, the robot accelerates until it reaches
a specified steady state velocity. The robot acceleration was
limited to the capabilities of our robot platform. A control
loop showing how this algorithm is implemented is shown
in Fig. 12b. The main difference between EVIC and BMVIC
is that EVIC uses Algorithm 1 to determine the desired lat-
eral and angular velocities, whereas BMVIC relies on Eqs. 3
and 4 to calculate the desired lateral and angular velocities.

5.2 Extended Object Co-manipulation Implementation

We implemented both BMVIC, as well as the EVIC on
our robot platform, shown in Fig. 11. A video showing
EVIC running can be seen at https://youtu.be/
5vicqv788dI. Our purpose in implementing these con-
trollers was to determine feasibility of the controllers, and
also to get initial data quantifying performance against the
blindfolded human-human dyads. We ran both controllers
testing the capability of planar co-manipulation of an ex-
tended object on the following criteria: lateral translation
and planar rotation, or rotation about the superior axis. The
Baxter arms were also running an impedance controller to
maintain their position, while giving them a more human-
like (low impedance) behavior. The impedance control law,

https://youtu.be/5vicqv788dI
https://youtu.be/5vicqv788dI


Table 3: Comparison of EVIC and Blindfolded Human-
Human Dyads

Human-Human EVIC EVIC Last 2

Task Time (s) – Tran. 7.05 9.09 8.12

MJ Error (m) – Tran. 215.29 65.61 43.02

Task Time (s)– Rot. 7.58 9.32 7.38

MJ Error (rad) – Rot. 368.85 135.62 126.15

given in Eq. 5, used Kp and Kd gains of [40, 120, 40, 16,
8, 10, 12] and [7, 8, 4, 7, 1.5, 1.5, 1] respectively. The de-
sired angles, qcmd, used were [0, -0.84, -1.27, 2.26, -0.34,
-1.22, -2.25] radians and [0, -0.84, 1.27, 2.26, 0.34, -1.22,
2.25] radians for left and right arms respectively. We ran the
controller at a rate of 500 Hz, manipulating the same ta-
ble from our human-human dyad experiment (see Fig. 2.)
For determining performance of the controllers, we com-
pared the completion time and MJ error for both lateral and
rotational tasks. We also had a qualitative metric: whether
BMVIC, EVIC, or neither controller was preferred.

τcmd = Kp(qcmd − q) −Kdq̇ (5)

We invited 4 participants to test EVIC. The participants
were trained to a competency level, then performed tasks 3
and 4 from our previous experiment (lateral translation and
planar rotation) 6 times each. We also collected the same
data as in our human-human experiment. We then had the
participants test BMVIC, using the same process as with
EVIC. Unfortunately, when the first participant was being
trained on BMVIC, the robot became unstable and sheared
an internal component in the arm. We replaced the compo-
nent that broke, and ran testing with the next subject. While
the second subject was performing a rotation task, the same
internal component on the other arm sheared. We recognize
this does not allow for a detailed comparison of performance
between BMVIC and EVIC, however we can make two im-
portant points. The first is that forces induced on the robot
arms by the BMVIC method were unsafe and detrimental to
the robot. Since EVIC is based on human-human data, we
can reasonably conclude that BMVIC requires forces out-
side of normal human comfort or intuition. The second point
is that the two participants who were able to run both control
methods indicated the preferred (pre-robot failure) control
method was EVIC.

While this was an unfortunate circumstance, we were
able to obtain results for EVIC with all 4 participants, as
can be seen in Table 3. EVIC performs reasonably well,
and is within 30% completion time of humans for both the
translation and rotation tasks. However, we recognized that

there is some learning curve for the participants, so we also
looked at only the last 2 trials (out of 6) for each partici-
pant. Looking at the last 2 trials, we can see a significant in-
crease in user performance. The completion time for transla-
tion trials went down to 15% difference between EVIC and
human-human blind-folded trials, whereas the rotation trials
surpassed human-human dyad performance. In either case,
EVIC also managed to outperform the human-human dyads
in MJ error.

While we recognize this is a small population sample,
we see these initial results as significant since this control
method is able to perform near human-human levels with
a minimal amount of user training. In the future, we plan
on running more participants through the tasks with EVIC
to see how these results differ with a larger sample size.
Another result from this pilot study is evidence that EVIC
can perform both anterior and lateral translation, and can
smoothly navigate a rotation task, which is a significant step
forward in pHRI co-manipulation.

6 Conclusion and Future Work

In this paper, we have discussed the problems and limita-
tions of many current co-manipulation pHRI controllers. We
discussed the advantages of creating control methods based
on human-human dyad behavior to increase the ability of
human-robot dyads to adapt to less-defined situations. We
also described our experiment gathering the force and mo-
tion data for several simple and complex tasks involving hu-
man dyads. The main results from analyzing this data in-
clude that interaction forces play an important role in com-
municating intent between dyads in co-manipulation and that
they are likely not minimized as previously supposed. Planar
movements display characteristics of minimum-jerk move-
ments, and deviation from MJ trajectories could be used as
a metric for extended object co-manipulation. We also dis-
cussed our implementation of EVIC, a novel method for pla-
nar co-manipulation of extended objects, and its advantages
over standard VIC, as well as BMVIC.

Our future work includes characterizing the torque pat-
terns for higher DOF tasks, and creating co-manipulation
strategies for higher dimensions, as well as improving upon
EVIC. This will include determining more sophisticated
control methods for arm control, instead of the joint-space
impedance controller used in this paper. We also plan on
running a large sample study to compare EVIC performance
to the performance of both the blind and sighted dyads from
our study, which provide a lower and upper bound, respec-
tively, for the performance of our controller. We will extend
our work to include the other tasks and create a 6 DOF
controller for co-manipulation of an extended object. To
our knowledge, no 6 DOF pHRI co-manipulation controller



based on human-human dyad behavior exists. Although fu-
ture work may also require including additional sensory cues
and information to further improve performance (e.g. au-
ditory or visual), we expect that the data and observations
presented in this paper are a solid foundation to allowing
humans and robots to intuitively interact for general co-
manipulation tasks.
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